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Abstract


The robot exclusion standard has been widely ignored by authors of client and proxy-based prefetching engines. In this paper, we collect information on the prevalence of the robot exclusion standard on today's websites and analyze its affect on prefetching agents presented in literature. With this analysis, we make recommendations for authors of client and proxy-based prefetching engines.

Introduction


In the interest of improving on perceived latencies of Web-based communication, many prefetching schemes have been proposed and studied. These schemes generally fall into one of three types; predictive prefetching, popularity-based prefetching, and interactive prefetching. The methodology can be further divided based on where the prefetching is initiated, i.e. server-side, client-side, proxy-based, etc. 


One thing that all of these methods have in common is the assumption that documents may be prefetched at the will of the prefetching engine. This assumption comes into question with regard to the Robot Exclusion Standard, a pseudo-standard regulating the automatic download of documents from Web servers. 


In 1996, 5-6% of websites had a robots.txt file and it has been unclear as to how this number has grown over the years. Furthermore, the standard was recently given credence when used in a lawsuit filed by Ebay Inc. to halt the nondiscriminatory download of their files by Bidders Edge Inc. While client and proxy-side prefetchers are automatic download agents (robots), very little has been published regarding the impact of robot exclusion on these prefetchers.


Client and proxy-side prefetchers work to reduce the perceived latency seen by the client by automatically downloading multiple files from servers in quick succession. This behavior is similar to the web robots that the standard was originally designed to control (e.g. search-engine robots). Prefetchers also increase bandwidth usage and server load without any guarantee that the client will ever see the content transferred. If a prefetching agent ever becomes widely popular, webmasters may wish to restrict its behavior on its website by using the robot exclusion standard.

Objectives


This project determines the impact that adherence to the robot exclusion standard will have on pre-fetching engines. During the course of this project we answer the following questions: 

1) What percentage of web sites has a robots.txt file?

2) When this file exists, what type content is blocked?

3) Are certain types of websites more apt to use robots.txt to restrict downloads?

4) How will our findings affect performance of pre-fetching agents that can be classed as robots (client and proxy based)? Can this affect be mathematically modeled?

5) Will adhering to the robot exclusion standard drastically reduce available pre-fetching content?

6) Can the robot exclusion standard actually help prefetching agents?

7) Can we make any recommendations for future work on client and proxy prefetching?

Methodology


To gather useful statistics on the present use of robots.txt in websites, we have gathered traces from two sources: www.dmoz.org and www.alexa.com. Dmoz.org is the site of the Open Directory Project, which actively catalogs websites. Alexa.com actively records the top 500 visited websites on the internet. 


With these traces, we hope to get an accurate picture of the use of the robot exclusion standard over the internet at large and at heavily visited sites. A web robot has been built to probe these websites for valid robots.txt files and record hits.


Models of client and proxy prefetching have been presented in literature. We will apply the idea of adherence to the robot exclusion standard to these models and determine if overall performance will be impacted given current levels of robot exclusion standard implementation. 

Results/Report


After further study, we have determined that out of the 1,313,981 web sites listed by the Open Directory project that we checked, 132,047 (10%) have a valid robots.txt file.  Sites categorized by 'news', 'computer', 'reference', and 'science' had the highest incidence of robots.txt files (22.3%, 16.95%, 16.99%, and 14.98% respectively). Of the top 500 web sites listed by alexa.com, 128 (27%) have a valid robots.txt file.


A scan of the robots.txt files downloaded from the internet at large revealed that approximately 92% of them contained sets of rules that applied to all downloading agents (as opposed to specific agents) – or 8% overall. Very few websites overall blocked all of their content from downloading agents (less than 1%). The vast majority blocked directories that contained scripts (e.g. /cgi-bin) and images (e.g. /images).


A scan of the robots.txt files downloaded from the top 500 web sites of the internet showed that 86.9% had rules that apply to all agents. 3% of the 500 blocked all content on their website. The most popular blocked content was again scripts and images.

Future Work 


We are currently factoring in the data we've collected to prefetching models. We will attempt to model the effect of robot exclusion standard adherence versus non-adherence. Using this model, we will make recommendations for future work in the client and proxy prefetching field.
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