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Abstract

Delay-sensitivity and concurrent execution are important issues in self-stabilizing algorithms. In this paper, we demonstrate that the Linear Alternator, a popular mechanism used for producing concurrent, self-stabilizing algorithms, is delay-sensitive. We then propose a new delay-insensitive Linear Alternator and prove its correctness for a simple case.

Section 1.1 Symbols and Definitions

The following are abbreviations and formats used in this paper:

NOT ==> Boolean not

AND ==> Boolean and

:= the assignment operator

NE ==> not equal

EQ ==> is equal to

-> ==> Leads-to

Guard Statement Format: Name : Guard --> Statement
“Name” is the name of the action to be executed, i.e. step number. “Guard” is a boolean variable that must be true before execution of this action.  “Statement” is the action to be executed, when the Guard is true. Guarded statements are executed atomically.

Section 1.2 Self-Stabilization

        A distributed computing environment is defined as: multiple potentially heterogeneous computers connected by a communication infrastructure [5].  Applications running in this environment exchange information through the communication infrastructure to cooperate in executing a program.  This distributed execution of a system across a communication channel introduces the possibility of several different kinds of faults.  Faults may arise due to node failures, communication channel failures, or even non-protected access to shared data.  Fault-tolerance is the ability to continue execution despite the existence of faults.  One method for making a system more fault-tolerant is through the design of self-stabilizing algorithms.


"Informally, a protocol is self-stabilizing if when started from an arbitrary global state it exhibits 'correct' behavior after a finite time [2]."  Many papers have been written on self-stabilizing algorithms.  Each has a different goal, ranging from proving new self-stabilizing algorithms to converting non-self-stabilization algorithms to self-stabilizing algorithms.  Self-stabilization is an important attribute because it creates programs that can be reliably run in a distributed environment without intervention, despite the existence of transient faults.


Many of the papers written about converting algorithms to self-stabilizing algorithms have a goal of changing an existing algorithm from serial execution to concurrent execution while remaining self-stabilizing.  Serial execution means that only one step in a program is executed one at any given time.  Most algorithms rely on serial execution to self-stabilize because self-stabilization is easier to prove given serial execution.  With the advent of distributed computing systems and their proliferation, it is necessary to create a new set of algorithms that allow concurrent execution.  Concurrent execution means that a set of steps from a program can all be executed at the same time.


Consider the following system[1]:

process[0]

var X
:
boolean

begin


1 : true --> X=Y

end

process[1]

var Y
:
boolean

begin


2 : true --> Y=X

end

Table 1.1

	Time
	Statement Executed
	X
	Y

	0
	start
	0
	1

	1
	1
	1
	1


Table 1.2

	Time
	Statement Executed
	X
	Y

	0
	start
	0
	1

	1
	2
	0
	0


No matter which order the steps are executed in, the values of X and Y will eventually become the same.  This means that this algorithm is self-stabilizing when run serially.  If the algorithm is run concurrently, self-stabilization may not occur.  When both actions are executed together, the system will always stay in states where X NE Y indefinitely [4].

Section 1.3 Delays


A common assumption about execution in a distributed environment is that the most updated value is always read when accessing shared data.  Due to the communication protocol of distributed systems, this assumption breaks many algorithms when they are run in a distributed environment.  As shown in Aurora and Gouda's paper [1], many of the existing algorithms will not stabilize if delays are involved in accessing shared data.  When an algorithm loses its ability to self-stabilize in the presence of delays, we say that the algorithm is delay-sensitive.  Due to the nature of distributed systems, delay-insensitivity is necessary in the formation of self-stabilizing algorithms because it allows the algorithms to be used in a distributed environment.  Delay-insensitivity is the ability of a program to execute correctly in the presence of delays.


To model distributed computation, we add delay variables to a serial algorithm to emulate the possibility that a process contains the old value of a shared variable that has been changed by another process.  Using the previous example we will add the delay variable dx to show delay-sensitivity:

process[0]

var X,dx
:
boolean

begin

1 : true --> X=Y


2 : true --> dx=X

end

process[1]

var Y  
:
boolean

begin


3 : true --> Y=dx
end

Consider the following execution where the initial state is labeled start.

Table 1.3

	Time
	Statement
	X
	dx
	Y

	0
	start
	0
	0
	1

	1
	1
	1
	0
	1

	2
	3
	1
	0
	1

	3
	2
	1
	1
	0

	4
	1
	0
	1
	0

	5
	3
	0
	1
	1

	6
	2
	0
	0
	

1


In this sample execution, the final state is the same as the initial state, meaning that execution could continue infinitely in this fashion, while the values of X, Y, and dx never stabilize and become the same.

Section 2.1 Self-Stabilization

Proving that an algorithm stabilizes over concurrent execution is one way to assure its robustness in a concurrent environment.  Unfortunately, proving an algorithm to be self-stabilizing concurrently is extremely difficult.  Compounding this is the fact that a serially executing self-stabilizing algorithm will not necessarily preserve this property when executing concurrently.

Consider an implementation of the Bubble Sort algorithm, which sorts an array of n+1 numbers by comparing each number to its neighbor and swapping them if they are out of order.  This is a good candidate for concurrent execution because multiple comparisons and swaps could be done simultaneously.  In order to distribute this algorithm for concurrent execution, an array of n processes could be run, each comparing two numbers.


Unfortunately, in the implementation of this algorithm a problem is encountered when two processes attempt to swap the same number simultaneously. Two hypothetical processes, p0 and p1 are attempting to sort an array {5,4,3} into ascending order. The two processes run at the same time: p0 attempts to swap 5 and 4, and p1 attempts to swap 4 and 3. The result is {4, x, 4}, with x depending on who happens to write last. This exemplifies an algorithm that may have been serially stabilizing, but has problems stabilizing concurrently.  For the most part, each algorithm has to be manually modified to take into account issues that may cause problems under concurrency.  Also, in order to be proven, a separate proof would have to be done for the concurrent form of each algorithm.  As long as the serial algorithm is self-stabilizing, however, both of these tasks can be accomplished automatically with a tool called an alternator.

Section 2.2 The Linear Alternator

An alternator, as put forth by Gouda and Haddix [4], is an organized group of interacting processes that satisfy three properties.  First, if any process is enabled then none of its neighbors are enabled.  Second, all processes will eventually be active infinitely many times given an infinite execution.  Third, the system will eventually stabilize to states with the maximal number of enabled processes.  The linear alternator is an alternator whose processes interact in a linear topology (fig 2.1), each communicating with those on its right or left only.

Fig 2.1
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The linear alternator consists of a series of n processes, each having a binary variable (b[i]) and the ability to check the values of the variables of the processes to its left and right (b[i-1] and b[i+1] respectively).  There are three types of processes in the system: the normal case where 0<i<n-1, a special case for i=0, and another for i=n-1.  The whole algorithm is expressed below [4].

process[i:0]

var b[0]
:
boolean

begin


1:b[0] EQ b[1]
-->
b[0]:= NOT b[0]

end

process p[i:1...n-2]

var b[i]
:
boolean

begin


2:b[i-1] NE b[i] AND b[i] EQ b[i+1]
-->
b[i]:= NOT b[i]

end

process p[i:n-1]

var b[n-1]
:
boolean

begin


3:b[n-2] NE b[n-1]
-->
b[n-1]:= NOT b[n-1]

end

The action of the alternator is much easier to understand through demonstration than by simply reading the algorithm.  The following example (table 2.1) represents an execution for n=5 processes with a random pattern of bits for the initial state.  Starting at state three, the alternator stabilizes to a set of four repeating states.  The power of the alternator, however, is actually seen in the enabled actions of its processes not the pattern of values of b[i].  According to the <guard> --> <statement> form, the action of a process is enabled when the guards are true.   Instead of looking at b[i] within a certain state, it is important to look at the changes of the values of b between states.

Table 2.1

	
	
	i
	

	Time
	Statement Executed
	0
	1
	2
	3
	4
	Enabled Processes

	0
	Start
	0
	1
	1
	0
	1
	1, 4

	1
	1, 4
	0
	0
	1
	0
	0
	0, 3

	2
	0, 3
	1
	0
	1
	1
	0
	2, 4

	3
	2, 4
	1
	0
	0
	1
	1
	1, 3

	4
	1, 3
	1
	1
	0
	0
	1
	0, 2, 4

	5
	0, 2, 4
	0
	1
	1
	0
	0
	1, 3

	6
	1, 3
	0
	0
	1
	1
	0
	0, 2, 4

	7
	0, 2, 4
	1
	0
	0
	1
	1
	1, 3

	8
	1, 3
	1
	1
	0
	0
	1
	0, 2, 4

	9
	0, 2, 4
	0
	1
	1
	0
	0
	1, 3

	10
	1, 3
	0
	0
	1
	1
	0
	0, 2, 4



In this example, the first condition of the alternator can be seen in action: after stabilization in state three, no two neighboring processes are ever enabled in a state.  The second condition is demonstrated in that each process becomes enabled in the repeating section (states 3-6), and will be enabled infinitely often over an infinite time.  The third property can be seen after the alternator has stabilized, the maximal possible number of processes are enabled in each state, while complying with the first two conditions.

Section 2.4 Discussion

It is with these properties that the linear alternator fixes our previous concurrent non-stabilizing Bubble Sort example.  Each sort process is placed inside the guard of the appropriate linear alternator process.  When the system is run we ensure that no two neighboring sorting processes are ever enabled in the same state, thereby making each slot in the sorting array mutually exclusive to the processes on either side.  Assuming that the original linear system is self-stabilizing under serial execution, the alternator will ensure that it is self-stabilizing under concurrent execution [4].

Section 3 Delay-Insensitive Linear Alternator


The linear alternator assumes when checking the internal boolean variable of its neighbor that what it reads will always be the most up-to-date variable. Dropping this assumption adds delays to the linear alternator system.


The linear alternator, as presented by Gouda, is delay-sensitive. To demonstrate the delay-sensitivity of the linear alternator, the simplest case of the linear alternator is presented: a linear alternator consisting of only two processes. Delays are added in the manner prescribed by Arora[1].


The first process detects if its internal boolean variable is equal to the internal boolean variable of the other process. If so, it “unbalances” the two processes by flipping the value of its internal boolean variable (b[0]). The second process checks if its internal boolean variable is different than the internal boolean variable of the other process. If it is, then this process “balances” the two processes by flipping the value of its own internal variable (b[1]).

Section 3.1 Proof of the Delay Sensitivity of the Linear Alternator

The simple linear alternator can be described as the following system:

process[0]

var b[0]
:
boolean

begin


1: b[0] EQ b[1] --> b[0] := NOT b[0]

end

process[1]

var b[1]
: 
Boolean

begin


2: b[0] NE b[1] --> b[1] := NOT b[1]

end


A typical run of the system is shown in table 3.1.

Table 3.1

	Time
	Statement Executed
	b[0]
	b[1]
	Resulting Enabled Statements

	 0
	 Start
	0
	0
	 1

	 1
	 1
	1
	0
	 2

	 2
	 2
	1
	1
	 1

	 3
	 1
	0
	1
	 2

	 4
	 2
	0
	0
	 1



As shown, only one process is enabled at any given time. Moreover, this system was proven to self-stabilize into mutual exclusion by Gouda[4]. However, this algorithm assumes that the two processes are instantly aware of the changes occurring in their neighbor. This precludes the idea of implementing the linear alternator using, for instance, shared registers or message passing for communications. It follows that if these methods of communication are not available, then the linear alternator can not be self-stabilizing when implemented as a network of communicating processes.


One way this algorithm can be converted to a system implemented as a network of communicating processes is by adding delays as described by Arora[1]. This transformation leads to the following system:

process[0]

var b[0], db[0]
:
boolean

begin

1: b[0] EQ db[1] --> b[0] := NOT b[0]


3: true --> db[0] := b[0]

end

process[1]

var b[1], db[1]
:
boolean

begin

2: db[0] NE b[1] --> b[1] := NOT b[1]


4: true --> db[1] := b[1]

end


db[0] and db[1] represent the shared registers p[0] and p[1] use to communicate. Each process may write to its shared register, and each may read the register of the other. Each process “should” write to its shared register immediately after updating its internal variable, but there is no guarantee that it will. Hence, a delay is added and it is possible for both processes to act on outdated information.


Arora proved that processes previously self-stabilizing may not necessarily remain self-stabilizing after delays are added to them. This is the case with the linear alternator and the following example will prove it.


Assume that both processes have internal values of 0. Guarded statement 1 should be the only statement enabled that can change an original variable. However, a transient fault has occurred and the value of 1 has been written to db[0]. Statement 1 is still enabled (correctly) but now statement 2 is also enabled. This is a violation of mutual exclusion and the linear alternator should correct for this. Table 3.2 shows a sequence of execution that does not converge to a stable state.

Table 3.2

	Time
	Statement Executed
	b[0]
	b[1]
	db[0]
	db[1]
	Resulting Enabled Statements

	 0
	 Start
	0
	0
	1
	0
	 1, 2, 3, 4

	 1
	 2
	0
	1
	1
	0
	 1, 3, 4

	 2
	 3
	0
	1
	0
	0
	 1, 2, 3, 4

	 3
	 1
	1
	1
	0
	0
	 2, 3, 4

	 4
	 4
	1
	1
	0
	1
	 1, 2, 3, 4

	 5
	 2
	1
	0
	0
	1
	 1, 3, 4

	 6
	 3
	1
	0
	1
	1
	 1, 2, 3, 4

	 7
	 1
	0
	0
	1
	1
	 2, 3, 4

	 8
	 4
	0
	0
	1
	0
	 1, 2, 3, 4

	 9
	 2
	0
	1
	1
	0
	 1, 3, 4



At time 0, 2, 4, 5 and 8 statements 1 and 2 are both enabled, which violates the mutual exclusion the linear alternator is supposed to provide. Time 0 and time 8 are identical. If this particular sequence of execution is followed repeatedly, the linear alternator will never converge to a stable state. This example proves that the linear alternator is delay-sensitive.

Section 3.2 Discussion of the Simple Linear Alternator's Delay-Sensitivity

Solving the problem of delay-sensitivity is difficult. There is no systematic method of making delay-sensitive protocols delay-insensitive. Arora does provide two methods of guaranteeing delay-insensitivity of previously self-stabilizing algorithms. One method is ensuring that only “short” delays occur[1]. An algorithm has short delays if the original variables are altered only after all delay variables have been “stabilized”.  That is, all of the delay variables must reflect the values of their corresponding original variables before the original variables can be changed.


For the linear alternator in particular, this means that both db[0] and db[1] must reflect the values of b[0] and b[1] before b[0] or b[1] are allowed to be changed. Table 3.3 shows a run of such a system.

Table 3.3

	Time
	Statement Executed
	b[0]
	b[1]
	db[0]
	db[1]
	Resulting Enabled Statements

	 0
	 Start
	0
	0
	1
	0
	 1, 2, 3, 4

	 1
	 2
	0
	1
	1
	0
	 1, 3, 4

	 2
	 3
	0
	1
	0
	0
	 1, 2, 3, 4

	 3
	 4
	0
	1
	0
	1
	 2, 3, 4

	 4
	 2
	0
	0
	0
	1
	 3, 4

	 5
	 4
	0
	0
	0
	0
	 1, 3, 4

	 6
	 1
	1
	0
	0
	0
	 3, 4

	 7
	 3
	1
	0
	1
	0
	 2, 3, 4

	 8
	 2
	1
	1
	1
	0
	 3, 4



The heart of the problem with the delay-sensitive linear alternator is that one delay variable may be updated at any time but there is no guarantee the other will be updated immediately afterward. This violates the idea of “short” delays proposed by Arora (i.e. all delay variables must be stabilized before the system is allowed to proceed). If a mechanism can be added to the linear alternator protocol to guarantee that both delay variables are updated when one is updated, then the linear alternator would be delay-insensitive.

Section 3.3 A Simple Delay-Insensitive Linear Alternator

We propose to make our simple linear alternator delay insensitive by adding timestamps to the delay variables. That is, db[0] and db[1] are no longer simple boolean variables but two-element vectors containing a boolean variable and a non-decreasing timestamp.  


If the delay variable timestamps agree with each other then the original variables b[0] and b[1] may be altered and delay variables db[0] and db[1] may be updated (as before). When a delay variable is updated, the timestamp of the updated delay variable is incremented – making the timestamps of the delay variables disagree.


When the timestamps of the delay variables disagree, one of two things happen: if db[0]'s timestamp is less than db[1]'s timestamp, then db[0] is updated and its timestamp is set to the same value as the timestamp of db[1]. If db[1]'s timestamp is less than db[0]'s, similar action is taken. After this action, both timestamps agree.


This system is presented here. 

process[0]

var b[0], db[0]
:
boolean

begin

1: db[0].ts EQ db[1].ts AND b[0] EQ db[1].data --> 
    

         b[0] := NOT b[0]


3: db[0].ts EQ db[1].ts --> 

 
   db[0].data := b[0] AND db[0].ts := db[0].ts + 1


5: db[0].ts < db[1].ts --> 


   db[0].data := b[0] AND db[0].ts := db[1].ts

end

process[1]

var b[1], db[1]
:
boolean

begin

2: db[0].ts EQ db[1].ts AND db[0].data NE b[1] -->


   b[1] := NOT b[1]


4: db[0].ts EQ db[1].ts --> 

         db[1].data := b[1] AND db[1].ts := db[1].ts + 1


6: db[0].ts > db[1].ts --> 

         db[1].data := b[1] AND db[1].ts := db[0].ts

end


The execution that previously gave the linear alternator trouble now self-stabilizes in the presence of delays (Table 3.4).

Table 3.4

	Time
	Statement Executed
	b[0]
	b[1]
	db[0]
	db[1]
	Resulting Enabled Statements

	 0
	Start
	0
	0
	<1,0>
	<0,0>
	 1, 2, 3, 4

	 1
	 2
	0
	1
	<1,0>
	<0,0>
	 1, 3, 4

	 2
	 3
	0
	1
	<0,1>
	<0,0>
	 6

	 3
	 6
	0
	1
	<0,1>
	<1,1>
	 2, 3, 4

	 4
	 2
	0
	0
	<0,1>
	<1,1>
	 3, 4

	 5
	 4
	0
	0
	<0,1>
	<0,2>
	 5

	 6
	 5
	0
	0
	<0,2>
	<0,2>
	 1, 3, 4

	 7
	 1
	1
	0
	<0,2>
	<0,2>
	 3, 4

	 8
	 3
	1
	0
	<1,3>
	<0,2>
	 6


Section 3.4 Proof of the Simple Delay-Insensitive Linear Alternator
The following proves by induction that, for every possible state the delay-insensitive linear alternator can be in, it will converge to a set of stable states in a finite amount of time.

FS (fault span): b[0] EQ db[1] AND b[1] NE db[0]

FD (fault span – delay variables): db[0].ts NE db[1].ts AND (db[0] NE b[0]) OR (db[1] NE b[1])

S1: b[0] EQ db[1] OR b[1] NE db[0]

S2: b[0] NE db[1] AND b[1] EQ db[0]

S3: db[0].ts EQ db[1].ts

S4: db[0].ts NE db[1].ts

Invariant: (FS OR S1 OR S2) AND (FD OR S3 OR S4)

Theorem: The system will always converge to a stable state assuming a fair execution.

1) FS AND FD -> (S1 AND S3) OR (FS AND S3)

2) FS AND S4 -> (S1 AND S3) 

3) FS AND S3 -> ((S1 OR S2) AND S3) OR ((FS OR S1 OR S2) AND S4)) 

4) S1 AND S3 -> (S2 AND S3) OR (S1 AND S4)

5) S1 AND S4 -> S1 AND S3

6) S2 AND S3 -> (S1 OR S2) AND S4

7) S2 AND S4 -> S1 AND S3

8) S1 AND FD -> S1 AND S3

9) S2 AND FD -> (S1 OR S2) AND S3

Proof of 1) If statement 1 and 2 are enabled and the timestamp information is incorrectly  unequal (i.e.: the system did not update a delay variable to make the timestamps unequal – only a transient error can cause this), then one delay variable will be updated. This will cause the timestamps to agree, making S3 true. It will also either disable statement 1 or 2 (making S1 true) or it will not (preserving FS). 

Proof of 2) If in S4, it is assumed that one delay variable is up-to-date, otherwise the system would be in FD. The only possible action is to update the other delay variable, making both delay variables up-to-date and their timestamps agree with each other. When both delay variables are up-to-date, either statement 1 or statement 2 is enabled (S1).

Proof of 3) If in the fault span and the timestamps of the delay variables are equal, either statement 1 or 2 can be run, causing S1 to be true, or both can be run, causing S2 to be true.  Alternatively, a delay variable can be updated, causing the timestamps of the delay variables to disagree (S4) and causing FS, S1, or S2 to be true.

Proof of 4) If in S1, then statement 1 or 2 can be executed, causing S2 to be true, or a delay variable may be updated, causing S4 to be true.

Proof of 5) If in S4, then one delay variable must be up-to-date. The only available action is to update the other delay variable. When this happens, both variables are up-to-date and, by definition, statement 1 or statement 2 must be enabled.

Proof of 6) If 1 and 2 are not enabled, and the timestamps of the two delay variables are equal, then the only action available is to update a delay variable, which causes S4 to be true.

Proof of 7) If in S4, then one delay variable must be up-to-date. The only available action is to update the other delay variable. When this happens, both variables are up-to-date and, by definition, statement 1 or statement 2 must be enabled.

Proof of 8) If in S1 and in FD then an extra, unnecessary update of a delay variable is performed. The timestamps will agree afterward, leading to S1 and S3.

Proof of 9) If in S2, both delay variables should be updated since one is out-of-date. But since this is a fault situation, only one will be updated. If it is the “right” one, then the system will move on to S1 AND S3, if it is the “wrong” one, then nothing will change except for the fact the timestamps agree with each other (S2 AND S3).


This proof verifies that the fault span of our system converges to a stable state in a finite amount of time. It has also verified that our system stays within the stable state space once it has entered it via a serial or concurrent execution. Therefore, the simple linear alternator is delay-insensitive.

Section 3.5 Full Delay-Insensitive Linear Alternator Algorithm

We have proven that the simple linear alternator can be transformed to be delay-insensitive. Now the full linear alternator can transformed to be delay-insensitive. The full linear alternator can be viewed as a series of simple linear alternators. If there are three processes, for instance, there are two simple linear alternators. Processes p[0] and p[1] form one and p[1] and p[2] form another. This adds a complication, however. The left and right neighbors of p[i] both need to know db[i], but there is only one db[i] – that is, there is only one shared register. We change this by introducing dbL[i] and dbR[i] for delay variables left and right. Both of these delay variables are shared registers used to communicate with the left and right neighbors of p[i].


The pseudo-code for the delay-insensitive linear alternator is given here:

Process P[0]

var b[0], db[0]

begin

  #Same as simple linear alternator – p[0]

  #Update of original variable

  1: dbR[0].ts EQ dbL[1].ts AND b[0] EQ dbL[1].data --> 

     b[0] := NOT b[0]

  #Update of delay variable

  4: dbR[0].ts EQ dbL[1].ts --> 

     dbR[0].data := b[0] AND dbR[0].ts := dbR[0].ts + 1

  5: dbR[0].ts < dbL[1].ts --> 

     dbR[0].data := b[0] AND dbR[0].ts := dbL[1].ts

end

Process P[i:1..n-2]

var b[i], dbL[i], dbR[i]

begin

  #Combination of p[0] and p[1] of simple linear alternator.

  #Update of original variable (only occurs if all timestamps agree)

  2:  dbR[i-1].ts  EQ dbL[i].ts AND 

      dbL[i+1].ts EQ dbR[i].ts AND

      dbL[i].ts   EQ dbR[i].ts AND

      dbR[i-1] NE b[i].data AND dbL[i+1] EQ b[i] --> 

      b[i] := NOT b[i]

  #Update of delay variables – unbalances timestamps

  6:  dbR[i-1].ts EQ dbL[i].ts AND 

      dbL[i+1].ts EQ dbR[i].ts -->

      dbL[i].data := b[i] AND dbL[i].ts := dbL[i].ts + 1

  7:  dbR[i-1].ts EQ dbL[i].ts AND 

      dbL[i+1].ts EQ dbR[i].ts -->

      dbR[i].data := b[i] AND dbR[i].ts := dbR[i].ts + 1

  #Update delay variables if timestamps don’t agree

  8:  dbL[i].ts < dbR[i-1].ts --> 

      dbL[i].data := b[i] AND dbL[i].ts := dbR[i-1].ts

  9:  dbR[i].ts < dbL[i+1].ts --> 

      dbR[i].data := b[i] AND dbR[i].ts := dbL[i+1].ts

  10: dbL[i].ts < dbR[i].ts --> 

      dbL[i].data := b[i] AND dbL[i].ts := dbR[i].ts

  11: dbR[i].ts < dbL[i].ts --> 

      dbR[i].data := b[i] AND dbR[i].ts := dbL[i].ts

end

Process P[n-1]

var b[n-1], db[n-1]

begin

  #Same as simple linear alternator – p[1]

  #Update of original variable

  3: dbR[n-2].ts EQ dbL[n-1].ts AND dbR[n-2].data NE b[n-1]

     --> b[n-1] := NOT b[n-1]

  #Update of delay variable

  12) dbR[n-2].ts EQ dbL[n-1].ts --> 

      dbL[n-1].data := b[n-1] AND 

      dbL[n-1].ts := dbL[n-1].ts + 1

  13) dbR[n-2].ts > dbL[n-1].ts --> 

      dbL[n-1].data := b[n-1] AND dbL[n-1].ts := dbR[n-2].ts

end


To demonstrate the effectiveness of the delay-insensitive linear alternator, we give the following scenario: there are 3 processes in a network. Each process has its b[i] set to 0. A transient fault has occurred which makes dbR[0] have a data value of 1. All timestamps agree with each other. Statements 1 and 2 are illegally enabled at the same time.


Table 3.5 shows a possible execution.

Table 3.5

	T
	Statement
	b[0]
	b[1]
	b[2]
	dbR[0]
	dbL[1]
	dbR[1]
	dbL[2]
	Enabled

	 0
	 Start
	0
	0
	0
	<1,0>
	<0,0>
	<0,0>
	<0,0>
	 1, 2, 4, 6, 7, 12

	 1
	 2
	1
	1
	0
	<1,0>
	<0,0>
	<0,0>
	<0,0>
	 1, 4, 6, 7, 12

	 2
	 6
	0
	1
	0
	<1,0>
	<1,1>
	<0,0>
	<0,0>
	 5, 10, 12

	 3
	 5
	0
	1
	0
	<0,1>
	<1,1>
	<0,0>
	<0,0>
	 4, 10, 12

	 4
	 10
	0
	1
	0
	<0,1>
	<1,1>
	<1,1>
	<0,0>
	 4, 13

	 5
	 13
	0
	1
	0
	<0,1>
	<1,1>
	<1,1>
	<0,1>
	 3, 4, 6, 7, 12

	 6
	 3
	0
	1
	1
	<0,1>
	<1,1>
	<1,1>
	<0,1>
	 4, 6, 7, 12

	 7
	 12
	0
	1
	1
	<0,1>
	<1,1>
	<1,1>
	<1,2>
	 4, 9

	 8
	 9
	0
	1
	1
	<0,1>
	<1,1>
	<1,2>
	<1,2>
	 4, 10, 12

	 9
	 10
	0
	1
	1
	<0,1>
	<1,2>
	<1,2>
	<1,2>
	 5, 12

	 10
	 5
	0
	1
	1
	<0,2>
	<1,2>
	<1,2>
	<1,2>
	 2, 4, 6, 7, 12

	 11
	 2
	0
	0
	1
	<0,2>
	<1,2>
	<1,2>
	<1,2>
	 4, 6, 7, 12

	 12
	 6
	0
	0
	1
	<0,2>
	<0,3>
	<1,2>
	<1,2>
	 5, 10, 12

	 13
	 5
	0
	0
	1
	<0,3>
	<0,3>
	<1,2>
	<1,2>
	 4, 10, 12

	 14
	 10
	0
	0
	1
	<0,3>
	<0,3>
	<0,3>
	<1,2>
	 4, 13

	 15
	 13
	0
	0
	1
	<0,3>
	<0,3>
	<0,3>
	<1,3>
	 1, 3, 4, 6, 7, 12



By propagating timestamps across the network, the delay-insensitive linear alternator is able to self-stabilize. By time 10, it has recovered to a stable state where the even processes are enabled. By time 15, the odd processes are enabled. 

Section 3.6 Conclusion


We have shown that the original linear alternator is delay sensitive and will not operate correctly on a network of communicating processes. We have transformed the linear alternator using timestamps to make it delay-insensitive. The new, improved linear alternator will work in situations where there are no delays along with situations where there are delays. The delay-insensitive linear alternator is thus more general than the original.


A significant amount of time is spent in the delay-insensitive linear alternator simply refreshing values in the delay variables. Future work on the delay-insensitive linear alternator could include a performance analysis and optimization to cut down on the time it takes for all delay variables to stabilize.
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